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SOLVING THE PROBLEM OF CONSENSUS WITH UNKNOWN 
PARTICIPANTS REGARDLESS OF PROCESS CRASHES

Jichiang Tsai*  Che-Cheng Chang

ABSTRACT
Consensus is a fundamental building block for solving important fault-tolerant distributed problems 

that require agreement among a set of processes. However, for self-organized networks with highly 
decentralized and self-organized natures, neither the identity nor number of processes is known to all 
participants at the beginning of the computation, even at the end. Hence, consensus on such networks 
cannot be achieved in the same manner for traditional fixed networks. To address this problem of 
Consensus with Unknown Participants (CUP), a variant of the traditional consensus problem was first 
proposed, by relaxing the requirement that every process needs to know all participants involved in 
the computation initially. Later, the CUP problem was extended to consider process crashes. This new 
problem is called Fault-Tolerant Consensus with Unknown Participants (FT-CUP). Recently, one sufficient 
knowledge connectivity condition based on which the FT-CUP problem can be solved with a minimal 
synchrony assumption was proposed in the literature. In this paper, we continue to investigate such a 
problem. In particular, we provide a less constrained condition, which is still sufficient for solving the FT-
CUP problem, and also present a consensus algorithm based on such a condition to demonstrate the core 
concept as well as some properties of such a condition.
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1. INTRODUCTION

Without any statically deployed infrastructure 
and central administrative authority, Mobile Ad-Hoc 
Networks (MANETs) and Wireless Sensor Networks 
(WSNs) allow participating processes to access 
services independently of their locations. Therefore, 
these unstructured peer-to-peer networks reflect highly 
decentralized and self-organized natures. Due to these 
inherent natures, such self-organized networks can 
benefit tremendously from consensus to achieve self-
organization and robustness. For example, when several 
entities enter an empty geographic region, they can 

uniformly agree on which node shall provide which 
service by executing consensus. Similarly, the entities 
can also deploy fault-tolerant services by arranging 
replicas of services into certain entities via consensus.

Consensus is a fundamental building block for 
solving important fault-tolerant distributed problems 
that require agreement among a set of processes. This 
set of processes has to agree on a common value, 
called the decision value, which must be the initial 
value proposed by one of the processes [1]. Consensus 
is easier to accomplish on traditional fixed networks, 
where processes are aware of the network topology and 
have full knowledge of all participants. Unfortunately, 
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traditional consensus solutions are not suitable for self-
organized networks. Since there is no central authority 
that can provide initial context information about the pre-
existing infrastructure of the network, each process has 
no way to know all participants involved in the execution. 
Obviously, achieving consensus under the assumption 
that part of participants is unknown is more difficult.

To address this issue, a variant of the traditional 
consensus problem adjusted to the self-organized 
network, called Consensus with Unknown Participants 
(CUP), was first introduced in [2]. This novel problem 
preserves the same specifications as the traditional one 
except the initial knowledge about participants involved 
in the execution. Consensus on traditional fixed networks 
with process failures has been extensively studied. 
Several algorithms based on different system models have 
been proposed as well [3-6]. The difficulty of solving the 
classical consensus problem is typically the assumption 
that processes may crash. Nevertheless, the CUP problem 
is harder to work out because of unknown participants. 
So the work in [2] focused on solving the CUP problem 
under the assumption that processes do not crash. It is 
trivial that if all processes in the network do not know 
any other processes, no processes can communicate and 
cooperate with other processes to achieve consensus. 
Hence, every process somehow has to get partial 
knowledge about system participants in the beginning. 
The aggregate knowledge of all processes involved in the 
computation is represented by a directed graph (digraph) 
in [2], and is called the knowledge connectivity graph in 
[7]. It is shown in [2] that the knowledge connectivity 
graph satisfying the One Sink Reducibility (OSR) 
property is necessary and sufficient for solving the 
CUP problem in an asynchronous fault-free system. A 
consensus algorithm based on the foregoing knowledge 
connectivity condition has also been provided in [2]. 
Interestingly, in one of our previous work [8], we further 
showed that if a knowledge connectivity graph with more 
than one sink SCC can be transformed into an OSR graph 
by an asynchronous algorithm, the CUP problem can be 
still solved based on such a graph.

On the basis of their previous work of [2], the 
authors continued to explore the knowledge connectivity 
conditions that allow self-organized networks to 
achieve consensus in spite of process crashes in [9]. The 
new problem is called Fault-tolerant Consensus with 
Unknown Participants (FT-CUP). In order to preserve 
the same minimal knowledge connectivity requirement 

as the CUP problem, i.e., the OSR property, their 
algorithms for solving the FT-CUP problem demand the 
strongest synchrony condition, namely, a synchronous 
system. However, strong synchrony violates the highly 
decentralized and self-organized natures of unstructured 
networks. Furthermore, even with strong synchrony, 
consensus is still unable to be accomplished in some 
systems with a knowledge connectivity graph satisfying 
the OSR property [9]. Recently, the FT-CUP problem 
has also been investigated in [7]. The authors sharpened 
the OSR property so as to solve the problem merely 
under the minimal synchrony assumption. Their new 
knowledge connectivity condition is called k-One 
Sink Reducibility (k-OSR), and can be regarded as the 
k-strongly-connected version of OSR. In particular, the 
FT-CUP problem with at most f process crashes can be 
solved in a system of a knowledge connectivity graph 
with the k-OSR property for k > f [7]. Obviously, such 
a property demands the graph to have high connectivity, 
which is hard to accomplish in practice.

In our another work [10], we continued to explore 
the FT-CUP problem. Under the minimal synchrony 
assumption and by imposing some restrictions on the 
OSR property as well, we present a new knowledge 
connectivity condition for solving the FT-CUP problem 
with at most f faults. Such a condition is less constrained 
than the one proposed in [7]. Particularly, the underlying 
idea behind the proposed connectivity condition is: for a 
vertex in a non-sink SCC of the knowledge connectivity 
graph, we only require that there are f + 1 vertex-disjoint 
directed paths from it to some vertices in other neighboring 
SCCs. Doing so leads to that for a vertex in a non-sink 
SCC, there are f + 1 vertex-disjoint directed paths from 
it to some vertices in the sink SCC. More importantly, 
in light of our idea, a process only needs to consider 
how to make knowledge connectivity paths to nearby 
processes to satisfy the required connectivity condition, 
but not to perhaps some faraway processes in the sink 
SCC. This means that our condition is easier to practice. 
Later, based on the ideas of [8,10], we have also found 
in [11,12] some sufficient conditions for dealing with 
the FT-CUP problem on a knowledge connectivity graph 
with more than one sink SCC. For these aforementioned 
knowledge connectivity conditions, a non-sink SCC 
needs to contain at least f + 1 vertices for tolerating f 
faults. To make such a deficiency, in this paper, we refine 
the knowledge connectivity condition of [10] such that 
a non-sink SCC can merely contain one vertex. We 
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also present a consensus algorithm based on our new 
condition to prove its sufficiency for solving the FT-CUP 
problem. More importantly, we validate the correctness 
of the f-tolerant OSR property and introduce some 
properties about such a new knowledge connectivity 
condition, especially showing that the k-OSR property 
proposed in [7] is actually a special case of the f-tolerant 
OSR property. Note that the previous results have not 
been formally discussed in [8].

This paper is structured as follows. Section 2 
describes the system model as well as the specification 
of the FT-CUP problem. In Section 3, we introduce our 
refined knowledge connectivity condition for solving the 
FT-CUP problem as well as demonstrating its concepts, 
and a consensus algorithm based on such a condition is 
proposed in Section 4. In Section 5, we introduce some 
interesting properties about our new condition. At last, 
we make a conclusion for our work and present some 
possible future work in Section 6.

2. PRELIMINARIES

2.1  System Model
A finite set Π of processes {p1, p2, ..., pn} with 

n > 1 is considered in this text. Processes in Π are 
not necessarily aware of each other. This assumption 
reveals the self-organization nature of the considered 
unstructured peer-to-peer network. On the other hand, 
processes in Π communicate by exchanging messages 
through reliable channels. Namely, there is no message 
creation, corruption and duplication. Furthermore, there 
is no bound neither on transmission delays of messages 
nor on relative speeds of processes. This means that we 
face an asynchronous system. Moreover, a process pi can 
send a message to another process pj only if pi knows the 
identity of pj, and vice versa. Hence, the communication 
is asymmetric since we may have that pi knows pj but pj 
does not know pi.

2.2  FT-CUP Specification
In the consensus problem, every process pi proposes 

a value vi and all correct processes decide some unique 
value v, which needs to be proposed by some process. 
More specifically, the decision has to satisfy the following 
three conditions [6,13].

Validity: If a process decides v, then v is the value 
proposed by some process.

Agreement: No two correct processes decide 
differently.

Termination: Every correct process eventually decides 
some value.

Moreover, a more constrained version of the consensus 
problem is called the uniform consensus problem, 
sharpening the foregoing agreement property as below.

Uniform Agreement: No two processes, correct or 
crashed, decide differently.

The specification of Fault-Tolerant Consensus with 
Unknown Participants (FT-CUP) introduced in [9] is 
similar to that of the aforementioned classical one for the 
traditional fixed network. The main distinction is that the 
former has to solve the consensus problem in a situation 
that processes involved in the computation are only 
acquainted with part of processes. Again, the uniform 
version of FT-CUP is called uniform FT-CUP [7].

2.3  Failure Detectors
A critical impossibility result for the consensus 

problem demonstrates that even without unknown 
participants, this problem is not solvable with a 
deterministic algorithm in an asynchronous system 
where just one process may crash [1]. To circumvent 
this impossibility, a certain level of synchrony needs 
to be provided. A remarkable abstraction to this end is 
the Failure Detector (FD) [5]. An FD can be considered 
a distributed oracle associated with every process for 
supporting crash suspicion information about system 
participants. Correspondingly, another type of failure 
detector that does not directly provide crash suspicion 
information about participating processes, but still can 
encapsulate the eventual synchrony is the leader detector:

Leader Detector (Ω): This type of failure detector 
eventually provides the identity of a certain correct 
process to each process [14].

It has been shown that the leader detector Ω exactly 
has the same computational power with the weakest class 
of FD that can help achieve consensus [15].

2.4  Participant Detectors
The notion of the participant detector (PD) is 

proposed in [2] to offer a process some hints about 
processes participating in the computation. A PD can 
be regarded as a distributed oracle attached to each 
process. Furthermore, processes in the subset returned by 
the PD of pi are called neighbors of pi in the text. Note 
that for achieving consensus in a system with unknown 
participants, a process pi in the system can query its PD 
only prior to being requested for its knowledge about the 
system by any other process pj; otherwise, pi may know 
more system participants than pj have learned what pi 
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knows. Such inconsistent perception about what pi learns 
about the system between pi and pj will make solving 
the consensus problem more sophisticated and more 
diffi cult. Even worse, consensus may not be achieved in 
the system [9]. As a result, like [2,7,9], we also assume 
a PD is queried by its process exactly once in this paper.

To defi ne a class of PD, we have to employ the 
following types of graphs [2,7].

Defi nition 1: A knowledge connectivity graph of Π 
is a digraph Gdi(V, Edi), where V = Π and (pi, pj) ∈ Edi if 
and only if pj ∈ PDi, i.e., pi knows pj.

Defi nition 2: An undirected knowledge connectivity 
graph of Π is an undirected graph G(V, E), where V = Π 
and (pi, pj) ∈ E if and only if pj ∈ PDi or pi ∈ PDj.

In the following, the defi nition of a seminal class of 
PD introduced in [2] is described:

Defi nition 3: A PD satisfi es the One Sink Reducibility 
(OSR) property if and only if:
(1)  The undirected knowledge connectivity graph induced 

by it is connected, and
(2)  The DAG (Directed Acyclic Graph) obtained by 

reducing the knowledge connectivity graph induced 
by it to the SCCs (Strongly Connected Components) 
has a unique sink.
Figure 1(a) depicts a knowledge connectivity graph 

induced by an OSR PD, where processes enclosed by a 
dashed cycle form an SCC and SCC C is the unique sink 
SCC.

Unfortunately, even in cooperation with the perfect 
FD, the OSR PD is not suffi cient to solve the FT-CUP 
problem [9]. Recently, the authors in [7] demonstrated 
that a more restricted property than OSR, called k-One 
Sink Reducibility (k-OSR), is suffi cient to the FT-CUP 
problem with f < k, in cooperation with a leader detector. 
Such a class of PD is formally defi ned below [7].

Defi nition 4:    A PD satisfi es the k-One Sink Reducibility 
(k-OSR) property for k > 0 if and only if:
(1)  The undirected knowledge connectivity graph induced 

by it is connected, and
(2)  The DAG obtained by reducing the knowledge 

connectivity graph induced by it to the k-SCCs 
(k-Strongly Connected Components) has a unique 
sink, and

(3)  For any two k-SCCs A and B, if there is a directed 
path from A to B, there are k vertex-disjoint directed 
paths from A to B.
Figure 1(b) shows an example knowledge connectivity 

graph induced by a k-OSR PD for k = 2.

3. THE f-TOLERANT OSR PD

In this section, we propose a new class of PD that is 
also suffi cient to solve the FT-CUP problem with at most 
f process crashes. Such a class of PD is called f-tolerant 
One Sink Reducibility (f-tolerant OSR). First, we defi ne 
a new technical term:

(a) (b)

Figure 1. (a) The knowledge connectivity graph induced by an OSR PD; (b) The knowledge connectivity 
graph induced by a corresponding k-OSR PD for k = 2.
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Defi nition 5: In a digraph Gdi(V, Edi), a vertex u in an 
SCC A is called a crossing point if and only if there exists 
a vertex v in a different SCC than A such that (u, v) ∈ Edi.

Namely, a crossing point is a vertex with an outgoing 
edge from one component to an-other component. For 
instance, in Figure 2, vertices p2, p4 and p5 are crossing 
points. In the following, we formally defi ne our f-tolerant 
OSR PD:

Defi nition 6: A PD satisfi es the f-tolerant One Sink 
Reducibility (f-tolerant OSR) property if and only if:
(1)  The undirected knowledge connectivity graph G(V, 

E) induced by it is connected, and
(2)  The DAG obtained by reducing the knowledge 

connectivity graph Gdi(V, Edi) induced by it to the 
SCCs has a unique sink, and

(3)  The unique sink SCC in Gdi contains at least 2f + 1 
vertices and is (f+1)-strongly connected, and

(4)  For any vertex u in a non-sink SCC A of Gdi, there 
exist f + 1 distinct vertices v0, v1, ..., vf in some SCC(s) 
other than A with (ui, vi) ∈ Edi, ∀ 0 ≤ i ≤ f, where ui is 
a crossing point in A, such that there are f + 1 directed 
paths P0, P1, ..., Pf with Pi from u to vi via edge (ui, 
vi), ∀ 0 ≤ i ≤ f, no two of which have a vertex, except 
u, in common.

Note that in the previous defi nition, for any vertex vi, ∀ 
0 ≤ i ≤ f, its corresponding crossing point ui in A can be 

exactly the vertex u if u itself is a crossing point. This 
means that for a non-sink SCC A, it is possible that there 
is merely one crossing point in it. Besides, the defi nition 
of the f-tolerant OSR PD for f = 0 is exactly equivalent 
to that of the OSR PD, i.e., Defi nition 3. Therefore, an 
OSR PD is a 0-tolerant OSR PD that cannot tolerate any 
process crash.

More specifi cally, an undirected knowledge connectivity 
graph induced by our f-tolerant OSR PD is not necessarily 
(f+1)-connected since the last condition in Defi nition 6 
only requires that for a non-sink component, there are f + 1 
vertex-disjoint directed paths from it to some other 
component(s) but not any other component. Moreover, 
any component other than the sink component in the 
corresponding knowledge connectivity graph is not 
necessarily (f+1)-strongly connected because the last 
condition simply needs that for a vertex in a non-sink 
SCC, there are f + 1 vertex-disjoint directed paths from 
it to some f + 1 crossing points in the same SCC but not 
any other vertex. The aforementioned two situations can 
be demonstrated by the knowledge connectivity graph 
shown in Figure 2, which is induced by a 1-tolerant OSR 
PD. For example, in Figure 2, SCC B is merely strongly-
connected but not 2-strongly-connected. Moreover, there 
is merely one directed path from SCC A to SCC B. More 
specifi cally, vertices p2, p4 and p5 are crossing points, and 
every vertex in a non-sink SCC owns two directed paths, 
which do not traverse any vertex, except the starting 
vertex, in common, via two of these crossing points to 
two vertices in some other SCC(s). For example, vertex 
p1 in SCC B has directed paths p1 → p5 → p3 and p1 → p7 
→ p4 → p8 to vertices p3 and p8 in SCC C, respectively, 
and except the starting vertex p1, the two directed paths 
have no vertex in common. In particular, after removing 
any one vertex from this graph, those vertices that 
originally belong to the sink SCC still remain in the 
sink SCC because the sink SCC is 2-strongly connected. 
Furthermore, every vertex in a non-sink SCC still enjoys 
at least a directed path from itself to the reduced sink 
SCC. Hence, no additional sink component will be 
created, even when some SCC is decomposed into 
several SCCs due to the removal of one vertex from it. In 
other words, the graph still preserves the OSR property. 
More importantly, in comparison with the graph in 
Figure 1(b), which ensures the k-OSR property for k = 2 
and thus can also tolerate up to one process crash [7], it 
is obvious that the knowledge connectivity requirement 
of our 1-tolerant OSR PD is lower than that of the k-OSR 

Figure 2. The knowledge connectivity graph 
induced by a 1-tolerant OSR PD.
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PD for k = 2. The key difference is that after removing 
any one vertex from a knowledge connectivity graph, our 
1-tolerant OSR property simply ensures that the resultant 
graph owns a unique sink SCC containing all remaining 
vertices of the original sink SCC.

Now we formally explain the purposes of those 
conditions required to fulfill the f-tolerant OSR property. 
The first condition is necessary for achieving consensus in 
a network with unknown participants. More specifically, 
if the undirected knowledge connectivity graph is not 
connected, processes in one of two disconnected parts 
have no way to get the identities of processes in the 
other part. Thus processes in these two parts cannot 
communicate mutually such that they may decide 
differently [2]. As for the second condition, because our 
f-tolerant OSR property is sharpened from the OSR one, 
a knowledge connectivity graph induced by such a PD 
definitely conforms to the OSR property, i.e., the graph 
has a sole sink SCC. On the other hand, to explain the 
third condition, we consider the following two properties 
first:

Theorem 1: In a knowledge connectivity graph, 
an SCC with more than f + 1 vertices is (f+1)-strongly 
connected if and only if after removing any f vertices 
from it, the reduced component is strongly connected 
[16].

Theorem 2: In a knowledge connectivity graph, if 
an SCC with more than f + 1 processes is (f+1)-strongly 
connected, after removing any f processes from it, each 
process removed is a neighbor of at least one process 
remaining in the reduced component.

Proof: If an SCC with more than f + 1 processes 
in a knowledge connectivity graph is (f+1)-strongly 
connected, for each ordered pair of processes (pi, pj) in 
it, pi can reach pj via f + 1 vertex-disjoint directed paths. 
As a result, every process pj in this SCC has at least f + 1 
incoming edges. Specifically, each edge is from a distinct 
process in the same component because for any ordered 
pair of processes (pk, pj), there is at most one edge from 
pk to pj in a knowledge connectivity graph according to 
Definition 1. Equivalently, every process pj is a neighbor 
of at least f + 1 other different processes in the same SCC. 
Therefore, after the removal of any f processes from this 
component, every process removed is a neighbor of at 
least one process remaining in the reduced component. 

According to the previous two theorems, one 
(f+1)-strongly connected sink component with at least 
2f + 1 vertices remains a sink SCC after any f vertices 

is removed from it. Moreover, because the reduced 
component is strongly connected, each process remaining 
in it can know all other remaining processes in the same 
component via the participant discovery algorithm 
proposed in [2]. Thus every process in the reduced 
component can communicate with each other such that 
they can exchange their neighbor sets. Then each process 
can obtain the identities of all processes in the original 
sink SCC, even the ones removed. This means that 
processes in the original sink SCC can act like processes 
in a traditional fixed network such that in cooperation with 
an Ω failure detector, they can use an existing Ω-based 
indulgent consensus algorithm [14,17-19] to consistently 
decide a value, which is proposed by a certain one of 
them. Correspondingly, it is well known that based on Ω 
to solve the consensus or uniform consensus problem, we 
need a majority of processes involved in the computation 
to be correct. Hence, the number of processes in the sink 
SCC must be at least 2f + 1 [5,6]. In fact, the foregoing 
scenario is also required by the k-OSR PD, just not being 
explicitly mentioned in [7].

Next, we continue to state the purposes of the last 
condition required by the f-tolerant OSR PD. More 
specifically, such a condition ensures the property below.

Theorem 3: A knowledge connectivity graph Gdi 
with a unique sink SCC S containing more than f + 1 
vertices satisfies the last condition of Definition 6 if and 
only if after removing any f vertices from Gdi, in the 
reduced graph, every remaining vertex originally in a 
non-sink SCC of Gdi enjoys a directed path from itself to 
some remaining vertex originally in S.

Proof: Necessary: Foremost, because the knowledge 
connectivity graph Gdi only has a unique sink SCC S, all 
directed paths originating from a non-sink SCC in Gdi 

converge toward this sole sink SCC [16]. Furthermore, 
since the sink SCC S in Gdi contains more than f + 1 
vertices, after removing any f vertices from Gdi, in the 
reduced graph, there exist at least two remaining vertices 
originally in S. Now we prove this part by construction. 
First, we show that after removing any f vertices from 
Gdi, in the reduced graph G’di, for every remaining vertex 
u originally in a non-sink SCC A of Gdi, we can find a 
directed path from u to a remaining vertex u’ originally in 
some distinct SCC A’ of Gdi. Because the last condition of 
Definition 6 holds, for any vertex u in a non-sink SCC A 
of Gdi, there exist f + 1 vertices v0, v1, ..., vf in SCC(s) other 
than A with (ui, vi) ∈ Edi, ∀ 0 ≤ i ≤ f, where ui, ∀ 0 ≤ i ≤ f, 
is a crossing point in A, such that there are f + 1 directed 
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paths P0, P1, ..., Pf, where Pi is from u to vi via edge (ui, 
vi), ∀ 0 ≤ i ≤ f, no two of which have a vertex, except u, in 
common. Trivially, after the removal of any f vertices but 
u from Gdi, at least one crossing point ul, where 0 ≤ l ≤ f, 
and its corresponding vl in a different component and the 
directed path Pl from u to vl through (ul, vl) remain in G’di. 
Note that if vertex u itself is a crossing point, ul may be 
u itself such that Pl is a directed path only containing the 
edge (ul, vl). Here, let u’ = vl. Accordingly, in the reduced 
graph, we have a directed path from the remaining vertex 
u originally in A to some remaining vertex u’ originally 
in a different SCC A’.

Now we have demonstrated that after removing any 
f vertices from Gdi, in the reduced graph G’di, for every 
remaining vertex u originally in a non-sink SCC A of Gdi, 
we can find a directed path from u to a remaining vertex 
u’ originally in some distinct SCC A’ of Gdi. Likewise, 
if A’ is a non-sink SCC in Gdi, in G’di, we can also find 
a directed path from u’ to some remaining vertex u’’ 
originally in another SCC A’’ of Gdi, and so on. Note that 
all the foregoing SCCs, i.e., A, A’, A’’, ..., are distinct; 
otherwise, some of them can be merged together into a 
larger SCC in Gdi. As mentioned in the very beginning 
of the proof, all directed paths originating from a non-
sink SCC A in Gdi converge toward the sole sink SCC S, 
and after removing any f vertices from Gdi, in the reduced 
graph G’di, there exist at least two remaining vertices 
originally in S. Therefore, by repeatedly applying the 
aforementioned procedure of finding a directed path 
from an SCC to another SCC, we eventually reach some 
remaining vertex v originally in S since the number of 
SCCs in Gdi is finite. By concatenating all intermediate 
directed paths, we obtain a directed path from u to v in 
G’di. Namely, in the reduced graph, each remaining vertex 
originally in a non-sink SCC of Gdi enjoys a directed path 
from itself to some remaining vertex originally in the 
unique sink SCC of Gdi.

Sufficient: By contradiction, suppose after removing 
any f vertices from the knowledge connectivity graph Gdi, 
in the reduced graph, every remaining vertex originally 
in a non-sink SCC of Gdi enjoys a directed path from 
itself to some remaining vertex originally in the sole sink 
SCC, but Gdi does not comply with the last condition of 
Definition 6. In other words, there exists some vertex u in 
one non-sink SCC A of Gdi that violates such a condition. 
Here, assume A owns some crossing points u0, u1, ..., uk, 
where k ≥ 1. Moreover, for these k crossing points, we 
have and only have some vertices v0, v1, ..., vl, where l ≥ 

1, in some SCC(s) other than A such that there is an edge 
from ui to vj in Gdi, where 0 ≤ i ≤ k and 0 ≤ j ≤ l. This 
means that each directed path from u to a vertex outside 
A traverses some vertex of u0, u1, ..., uk and then some 
vertex of v0, v1, ..., vl. Now suppose we have a pseudo 
vertex v in Gdi, with and only with an edge from vi to v, 
∀ 0 ≤ i ≤ l. Obviously, u can reach v merely via at most f 
vertex-disjoint paths; otherwise, if u can reach v via f + 1  
vertex-disjoint paths, we can find f + 1 vertices among u0, 
u1, ..., uk, say u0, u1, ..., uf, and f + 1 vertices among v0, v1, 
..., vl, say v0, v1, ..., vf , such that there are f + 1 directed 
paths P0, P1, ..., Pf , where Pi is from u to vi via edge (ui, 
vi), ∀ 0 ≤ i ≤ f, no two of which have a vertex, except 
u, in common. Equivalently, vertex u satisfies the last 
condition of Definition 6. This leads to a contradiction.

Now since u can reach v through at most f vertex-
disjoint paths, we can remove some f vertices from Gdi 
such that there is no directed path from u to v in the 
reduced graph G’di according to Menger’s theorem [20]. 
This means that after removing such f vertices, u cannot 
reach vi, ∀ 0 ≤ i ≤ l; otherwise, if some vi remains in 
G’di, where 0 ≤ i ≤ l, such that u can reach it, u can also 
reach v via vi in G’di. Therefore, in the reduced graph 
G’di, u does not have a directed path from itself to any 
other remaining vertex originally outside A, and thus it 
is impossible for u to enjoy a directed path from itself to 
some remaining vertex originally in the sole sink SCC. 
This leads to a contradiction as well. 

Theorem 3 implies that after removing any f 
vertices from the graph, even though a non-sink SCC 
is decomposed into several new SCCs, any new SCC is 
not a sink SCC because every vertex in it has a directed 
path to some remaining vertex of the original unique sink 
SCC. Altogether, by the three theorems stated above, our 
f-tolerant OSR PD guarantees that after removing any f 
vertices from the knowledge connectivity graph induced 
by it, the resultant graph still has a unique sink component, 
which contains and only contains all remaining vertices 
of the original sole sink component.

4. ALGORITHMS FOR SOLVING 
THE FT-CUP PROBLEM

In this section, based on our new f-tolerant OSR 
PD, we construct an algorithm to solve the FT-CUP 
problem with up to f process crashes. Foremost, to 
simplify the presentation, we make some assumptions 
on our algorithms. First, a process has to sequentially 
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execute statements, including functions, in the initial 
phase of an algorithm. Only after a statement has been 
completed can its subsequent one be executed. Moreover, 
a process cannot manage any incoming message in an 
algorithm until the initial phase is fi nished. The previous 
two assumptions prevent a variable from being used 
before it is assigned a valid value. At last, incoming 
messages are handled mutually exclusively. A message 
can be managed only when the process is not currently 
managing any message. Doing so ensures that any 
variable is not accessed simultaneously by two threads 
of the process. The aforementioned three assumptions do 
meet the specifi cations of entities in most self-organized 
networks, which possess limited computation ability and 
less memory space.

4.1  The Participant-Finding Algorithm
First, we introduce the participant-fi nding algorithm 

that allows a process to collect more information about 
processes involved in the computation. Processes in such 
a set are called participants of the process in this paper. 
A breadth-fi rst-search-like algorithm that is able to fi nd 
participants for a process under the assumption that up to 
f processes may crash has been introduced in [7]. In the 
foregoing algorithm, a new round cannot start until the 
process has received all possible replies to the requests 

sent out in the current round [7]. Here, we improve its 
performance by allowing a process to proceed with a new 
round even when a few responses to the queries made 
in the current round are not yet received. Our algorithm 
is presented as Algorithm 1 in Table 1, and enjoys the 
following property, like the algorithm in [7].

Theorem 4: The participant-fi nding algorithm 
fi nd_participants() correctly executed by a process pi 

terminates by returning a process set that contains every 
process reachable from pi, as well as its neighbors, in the 
reduced graph obtained by removing from the knowledge 
connectivity graph some f processes that pi queries for 
the neighbors but does not receive the replies from by the 
termination of the algorithm.

Similarly, as applied to the knowledge connectivity 
graph induced by an f-tolerant PD, the foregoing 
algorithm also has the important property below:

Corollary 1: If a process in the knowledge 
connectivity graph Gdi induced by an f-tolerant OSR PD 
correctly executes the participant-fi nding algorithm fi nd_
participants(), it can obtain the identities of the whole 
processes in the unique sink SCC of Gdi.

4.2  The Sink-Detecting Algorithm
We also need an algorithm that enables a process 

to detect if it is in the sink SCC. In [7], an algorithm 

Table 1. The participant-finding algorithm

興大工程學刊26(2)-01 蔡智強(單).indd   42 2015/10/8   下午 02:04:26



Journal of Engineering, National Chung Hsing University, Vol. 26, No. 2        43

to this end has been proposed. The key concept behind 
such an algorithm is that because every process in a 
sink component can only reach processes in the same 
component, a process in a sink component owns the same 
participant set as that of any its participant. As a result, 
a process sends its participant set to all its participants 
for comparisons in the algorithm. Doing so obviously 
incurs much communication and processing overhead, 
and is not suitable for self-organized networks. Instead, 
our sink-detecting algorithm is based on the following 
concepts.

Theorem 5: In the knowledge connectivity graph 
induced by an f-tolerant OSR PD, if a process pi is in the 
unique sink SCC, ∀ pj ∈ participantsi, pi ∈ participantsj, 
where participantsi and participantsj are obtained by 
pi and pj correctly executing the participant-fi nding 
algorithm fi nd_participants(), respectively.

Theorem 6: In the knowledge connectivity graph 
induced by an f-tolerant OSR PD, if a process pi is not 
in the unique sink SCC S, for any process pj in S, pi ∉ 
participantsj, where participantsj are obtained by pj 

correctly executing the participant-fi nding algorithm 
fi nd_participants().

As a result, our sink-detecting algorithm is presented 
as Algorithm 2 in Table 2, and enjoys the result below:

Theorem 7: The sink-detecting algorithm is_in_
sink() correctly executed by a process pi in the knowledge 
connectivity graph Gdi induced by an f-tolerant OSR PD 

terminates by returning true if pi is in the unique sink 
SCC S of Gdi, or false if pi is not in S.

4.3  A Consensus Algorithm Based on the 
f-tolerant OSR PD

After introducing the two pre-processing algorithms, 
a consensus algorithm based on a PD ∈ f-tolerant OSR 
for f ≥ 0 is presented as Algorithm 3 in Table 3. In the 
following, we formally demonstrate that the f-tolerant 
OSR PD is suffi cient for solving the FT-CUP problem 
with the algorithm ftcup_consensus().

Theorem 8: The f-tolerant OSR PD is suffi cient to 
solve the FT-CUP problem as well as its uniform version 
with at most f process crashes.

Proof: To prove this theorem, it is suffi cient to show 
that based on a PD ∈ f-tolerant OSR, the consensus 
algorithm ftcup_consensus() meets the specifi cations 
of the uniform FT-CUP problem with up to f process 
crashes.

Termination: To prove that every correct process 
eventually decides, we have to show that every process 
eventually executes line 13 or 18. Now we consider the 
following two cases.
(1)  Processes in the sink SCC: Derived from Theorems 

5 and 6, every process pi in the unique sink SCC S 
of the knowledge connectivity graph Gdi induced 
by an f-tolerant OSR PD can obtain and only obtain 
the identities of all processes in S if pi executing 
the participant-fi nding algorithm fi nd_participants() 

Table 2. The sink-detecting algorithm
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correctly (line 6). Also, by Theorem 7, pi can learn 
that it is in the sink SCC S by correctly executing the 
sink-detecting algorithm is_in_sink(). Therefore, by 
line 12, all processes in S that correctly execute the 
previous two algorithms invoke an Ω-based indulgent 
consensus algorithm to negotiate the decision value 
together. This means that they eventually execute 
line 13 and accordingly decide.

(2)  Processes in a non-sink SCC: According to Corollary 
1, every correct process pi in a non-sink SCC of the 
knowledge connectivity graph Gdi can obtain the 
identities of all processes in the unique sink SCC S by 
invoking the participant-fi nding algorithm. Besides, 
pi can also learn that it is not in the sink component 
by executing the sink-detecting algorithm from 
Theorem 7. As a result, pi queries all processes in S 
for the decision value (lines 8-10). Upon receipt of 
such a query, any correct process in S that has decided 
in the line 13 of the initial phase replies the decision 
value to pi (lines 14-15). Because the sole sink SCC 
S owns at least 2f + 1 processes, pi eventually receive 
the decision value from at least one correct process in 
S. In response to such a decision value, pi decides if it 
has not decided yet (lines 16-18).
Uniform Agreement: Since all processes in the sink 

component achieve consensus via an Ω-based indulgent 
consensus algorithm (lines 11-13), according to the 
agreement property of this algorithm, all processes in S 
decide the same value, even processes that crash later. 
On the other hand, any process pi outside S that decides 
queries all processes in its participantsi set for the 
decision value before it decides (lines 9-10). Since only 
a process in S can reply such a query (lines 14-15), pi 
decides a value that some process in S sends to it (lines 
16-18). Hence, all process in Gdi that decide, including 
crashed processes, decide the value proposed by a certain 
process in the unique sink component S.

Validity: Obviously, the decision value is determined 
by the whole processes in the sink SCC and thus is 
the proposed value of some process involved in the 
computation. 

5. PROPERTIES OF f-TOLERANT 
OSR PDS

In this section, we show that a PD ∈ k-OSR proposed 
in [7] satisfi es all conditions of the refi ned f-tolerant 
OSR PD for f = k - 1 and thus is exactly a (k-1)-tolerant 
OSR PD. Note that according to the examples depicted 
in Figure 2, an f-tolerant OSR PD is not necessarily a 

Table 3. A consensus algorithm based on an f-tolerant OSR PD
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k-OSR PD for k = f + 1, where both the two PDs can 
tolerate up to f process crashes.

Lemma 1: In a digraph, if an SCC is (f+1)-strongly 
connected, for a vertex u in it, there exist f + 1 directed 
paths P0, P1, ..., Pf from u to u0, u1, ..., uf, respectively, 
where ui, ∀ 0 ≤ i ≤ f, is any vertex in A, no two of which 
have a vertex, except u, in common.

Proof: In a digraph, if an SCC A is (f+1)-strongly 
connected, consider a vertex u in it. Now suppose we 
have a pseudo vertex v in A, with and only with an edge 
from ui to v, ∀ 0 ≤ i ≤ f, where ui is some vertex in A. 
Since SCC A is (f+1)-strongly connected, u can reach ui 

via f + 1 vertex-disjoint paths, ∀ 0 ≤ i ≤ f. Note that ui, 
∀ 0 ≤ i ≤ f, can be u itself and there can be any number 
of trivial paths with no edge from a vertex to itself. 
Therefore, after removing any f vertices other than u 
from A, there still exists at least one vertex among u0, u1, 
..., uf, say ul, where 0 ≤ l ≤ f, and a directed path Pl from 
u to ul. Trivially, u can reach v via Pl along with the edge 
from ul to v. This means that u can reach v via at least 
f + 1 vertex-disjoint paths in A according to Menger’s 
Theorem [20]. Because we have and only have an edge 
from ui to v, ∀ 0 ≤ i ≤ f, there exist f + 1 directed paths 
P0, P1, ..., Pf from u to u0, u1, ..., uf, respectively, no two of 
which have a vertex, except u, in common. 

Theorem 9: A k-OSR PD for k > 0 is a (k-1)-tolerant 
OSR PD.

Proof: Below, we show that a k-OSR PD for k > 0 
satisfies each condition of the definition of the f-tolerant 
OSR PD, for f = k - 1.
(1) The first condition: According to Definition 4, the 

undirected knowledge connectivity graph induced by 
a k-OSR PD is also connected.

(2) The Second condition: The DAG obtained by reducing 
the knowledge connectivity graph induced by a 
k-OSR PD for k > 0 to the k-SCCs has exactly one 
unique sink by Definition 4. Obviously, a k-SCC is an 
SCC. Furthermore, an SCC constituted by merging 
several non-sink k-SCCs, where k > 1, cannot be a 
sink SCC. Hence, the DAG obtained by reducing the 
foregoing graph to the SCCs still has one and only 
one sink.

(3) The third condition: According to Definition 4, every 
SCC, including the sink component, of the knowledge 
connectivity graph induced by a k-OSR PD for k > 0 
is a k-SCC and thus is (f+1)-strongly connected for 
f = k - 1. On the other hand, because the consensus 
algorithm based on the k-OSR PD proposed in [7] 

also directs the whole processes in the sole sink 
component to achieve consensus based on the leader 
detector Ω despite at most f = k - 1 process crashes 
[7], such a component needs at least 2f + 1 processes 
[5,6].

(4) The last condition: By Definition 4, because a 
knowledge connectivity graph Gdi(V, Edi) satisfying 
the k-OSR property is also an OSR graph, i.e., with 
a unique sink component S, every non-sink k-SCC A 
in it can reach S. As a result, according to Definition 
4, there are f + 1 vertex-disjoint paths from A to S, 
where f = k - 1. Now consider the crossing points in A 
that the foregoing f + 1 vertex-disjoint paths from A 
to S traverse. We denote these crossing points by u0, 
u1, ..., uf, respectively. Obviously, we can also find f 
+ 1 distinct vertices v0, v1, ..., vf in some SCC(s) other 
than A, with (ui, vi) ∈ Edi, ∀ 0 ≤ i ≤ f. Besides, since 
SCC A is (f+1)-strongly connected, by Lemma 1, for 
any vertex u in it, there exist f + 1 directed paths P’0, 
P’1, ..., P’f from u to u0, u1, ..., uf, no two of which 
have a vertex, except u, in common. Equivalently, 
there are f + 1 directed paths P0, P1, ..., Pf , from u to 
vi, ∀ 0 ≤ i ≤ f, no two of which have a vertex, except 
u, in common. 

6. CONCLUSIONS

This paper explored the problem of Fault-Tolerant 
Consensus with Unknown Participants (FT-CUP), where 
not only processes may crash but also some participants are 
unknown initially. Sharpened from the OSR property, we 
have proposed one more general knowledge connectivity 
condition sufficient for solving such a problem under 
the minimal synchrony assumption. Furthermore, an 
algorithm has been presented in the text to solve the FT-
CUP problem based on such a class of PD. For the future 
work, we intend to develop asynchronous algorithms to 
construct our f-tolerant OSR PD.
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